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ABSTRACT 

This paper presents a technique for visualizing 
symbolically encoded music stored in MIDI files. The 
method is automatic and enables visualizing an entire opus 
in a single image. The resulting images unveil the structure 
of a piece as well as detailed themes’ leading within a 
piece. The technique proposed in the paper is suitable for 
many types of music (both classical and popular) and the 
quality of the visualization highly depends on the quality 
of input MIDI file. The program for creating visualizations 
using this technique and previewing them with audio 
playback is made available for use within the community. 

1. INTRODUCTION 

Music visualization systems work with two types of data – 
raw recordings and various forms of sheet music. There are 
also two different target groups of such visualizations – 
untutored audiences and musical experts. The former’s 
needs are quite simple – provide them with a solution that 
follows the music in some way. Such visualization systems 
are present in multimedia players. On the other hand, 
professional visualizations are designed to convey special 
information to users with a proficiency in the music 
domain. Those include various ways of presenting 
waveforms for sound engineers. The other approaches 
incorporate symbolic music representations such as sheet 
music for music performers to better understand a given 
opus. The solution presented in this paper is designed for 
both music performers to help them understand the 
structure of a piece, and laymen, to track the flow of music. 

2. PREVIOUS WORK 

This work builds upon the central concept presented in 
paper by Foote [2]. In this approach a raw music recording 
is taken as input data. A visualization is organized in a 
rectangular image where each pixel (at positions i and j) 
expresses the audio similarity that results from cepstral 
analysis of two corresponding excerpts (frames) of the 
piece (Figure 1a) at time i and j. Cepstral analysis is proven 
to simulate the human perception of audio signals; i.e. 
fragments that sound similarly for humans tend to have 

similar cepstral coefficients. Organizing them in a 
rectangular shape allows tracking dependencies in a music 
piece.  
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Figure 1. Bach prelude C major– an excerpt visualized 
using three methods. 

Using a single channel recording as input data simplifies 
the problem since there is just one concurrent object to 
compare at each time frame. However, if one considers an 
actual composition – there are usually several separated 
channels of musical information. Using recordings – one 
cannot separate those logical channels and important 
details may remain hidden. J. Foote presented a sample 
similarity matrix that result from analyzing a MIDI file [2], 
but his simplifications in this area remain significant: one 
channel with one note compared at a time. Symbolic 
representations hides all the performance-dependent 
features but carry the entire structural information and 
incorporating this information will be addressed in the 
presented solution. An output result of the proposed 
method is presented in Figure 1b and it will be explained in 
further sections. 

Symbolic representation is usually a better form for 
analysis even though incorporating it leads to the problem 
of conversion from a recording to sheet music. This was 
shown in the paper describing the ImproVis system [4] 
where the manual transcription of recorded performances 
practically prohibited a wide application of the method. 

The most practical approach is therefore the 
visualization of existing, symbolically coded music, such 
as MIDI files. However, most of the existing MIDI 
visualization systems either simplify the visualization 
problem by just modifying western music notation in order 
to add some other visual features (colour, line thickness) 



  
 

and displaying them on the score staves [3], or extract from 
the music some very sophisticated (e.g. harmonic) features 
visualizing them in a very specialized way for a very 
specific purpose. One of more complicated approaches was 
proposed by Bergstrom [1]. 

3. METHODOLOGY 

The solution to visualizing symbolic music proposed in 
this paper, dubbed Midivis, tries to address several 
problems. This tool is automatic, thus it does need any pre-
processing steps. It takes MIDI files as input and visualizes 
the content of those files so the quality of visualization 
depends on the quality of the MIDI file sequencing. One 
can imitate the original score, preserving voicing structure 
in channel structure, preserving notes durations indicating 
note lengths and so on. MIDI can also be used to encode a 
performance in a very compressed way. In this case there 
is usually one track with a mass of notes with timing taken 
from the performance that may include some augmentation 
and diminution of tempo and where notes do not have to be 
aligned exactly. The resulting MIDI file are less useful for 
this kind of visualization. 

3.1. Layout 

In order to visualize music stored in MIDI files, we 
generate similarity matrices that correspond to Foote’s 
system [2]. Since symbolic music is more complex in its 
structure compared to the raw recordings (one dimension), 
there are many problems that emerge which will be 
addressed in this approach. In the solution presented in this 
paper, a visualization of a piece will be organized in a 
rectangular colour image, where each square in the image 
represents the similarity between two corresponding notes 
that are played at two times, ti and tj (Figure 2). 

 

Figure 2. Bach prelude C sharp Major excerpt in Midivis. 

Time proceeds from the upper left corner to the lower 
right. The diagonal line shows the currently played notes as 
very bright since self-similarity of any excerpt is always 
assigned the highest possible value. 

3.2. Layers and MIDI Tracks 

MIDI files, as well as all musical pieces, consist of many 
concurrent sources of notes. In the corresponding raw 
waveform approach, this problem never arises because 
there is only one currently played track of music at a time. 
In real music, one has many channels with each 
representing a different hand, a different instrument or a 
different voice. The question is, how to incorporate those 
inter-track similarities? 

In this solution we propose utilizing different colours in 
order to show correlation between different music tracks. 
For example, in Figure 2 blue colour represents self-
similarity of the left hand, red colour shows the self-
similarity of the right hand and green shows the similarity 
between left and right hand. 

The other problem is how to handle chords and 
concurrencies in a single track. One can not easily 
determine where the melody goes if one finds a chord. 
According to previous research [5], it has been shown that 
one concentrates on the highest currently played note so 
the simplest approach for dealing with concurrencies, 
which has been used here, is to retain only the highest note 
at a time frame. 

3.3. Comparison 

Assuming that we now have a linear note structure in every 
track and we compare each pair of tracks, one has to define 
a certain music representation and comparison function. 
The trivial approach to this problem is to take note lengths 
and pitches and map them directly to a comparison 
function. This approach has two main caveats. It does not 
preserve melody direction while comparing two similar 
melodies that lay on different pitches or are played in 
different scales. It also does not preserve rhythmic 
similarities that exist while the same melody is played 
slower or faster. 

These issues may be overcome if one takes relative 
pitch and relative duration (pitch and duration intervals) 
into account. In this approach the notion of unigrams – the 
smallest units of melody and rhythm – can be introduced. 
Each unigram represents the relative pitch and relative 
duration between two consecutive notes. The first value of 
each unigram is the difference of pitches of corresponding 
notes. The second value is the rounded binary logarithm of 
the ratio of corresponding note’s durations. It was shown 
that the precision of 0.2 for this ratio is sufficient to 
preserve the perception of the rhythm [6]. A simple 
unigram’s extraction process is shown in Figure 3. The 
same melody played in various tempos and in different 
pitches gives the same sequence of unigrams. 



  
 

 

Figure 3. Unigram extraction process. 

The last issue to be addressed in this section is how to 
determine the similarity of two series of unigrams. The 
solution proposed is that the similarity is made 
proportional to the number of the same unigrams in both 
excerpts within a certain window. It is then encoded by the 
saturation of a certain hue on the resulting image. Since the 
basic colour table has three dimensions (i.e. red, green and 
blue) three layers can be displayed without ambiguity. 

3.4. Layer Overload and Filtering 

The number of layers grows quadratically with the 
increasing number of visualized tracks. Adding one more 
channel to the simple pair, obtains six combinations which 
with the support of the secondary hues (cyan, magenta and 
yellow), can also be visualized. The situation becomes 
more complicated if one has more channels, so the user is 
allowed to choose which layers (tracks) to visualize. 

The other important feature of the visualization is that it 
enables filtering by a set of unigrams. In this case the 
system will increase the similarity of two excerpts only for 
the unigrams in those melodies from a fixed, predefined 
set. This allows content based visualization of certain types 
of melodies. 

4. EXAMPLES 

The visualization technique proposed in this paper unveils 
the structure of a piece. Similar sections containing similar 
melodies will occur as repeating squared blocks on the 
diagonal for every such section and on the side – which 
indicates the repetition of a section. Moreover, repeating 
themes occur in the visualization as graphical patterns 
drawn parallel to the diagonal axis if a melody occurs in 
two different places. 

This technique seems to be especially suited for 
polyphonic music. Figure 4 shows Bach’s Prelude C sharp 
major with indicated structure of a piece. One can observe 
two passages of music phrase followed by short intermezzo 
and then followed by the repetition of main phrase but with 
inverted roles of right and left hand. After that there is 
another, very different section with high frequency 
patterns, which appear as a thin long lines close and 
parallel to the main diagonal (to the melody). If a line is 
close to the diagonal it reveals that the melody represented 
by the line repeats with a very short period. 

 

 

Figure 4. J.S. Bach – prelude C sharp major. 
Upper picture: highlighted the visible hierarchy of the 
piece (manual marking), left hand in blue, right hand in 
red. The inter-hands relations are encoded in green. 
Lower picture: The magnified first part of the piece with 
only green layer displayed. Transitions of themes between 
voices are clearly visible. 

One can also see the magnified portion of this prelude 
with repeating sections shown in Figure 4. The inter-hands 
layer was the only layer visualized. One can observe how 
the coarse theme that primarily occurred in the left hand 



  
 

moves to the right, while the fine structured theme 
(checkboard pattern) moves from right to left hand. 

These repeating themes are especially visible in fugues. 
The tool described in this paper should help players and 
listeners to better understand composer’s intentions. This 
technique unveils also modified themes. The composer 
may augment or diminish a theme. However, the unigram 
structure of this theme differs only by the first unigram, so 
it still remains similar to the original theme. The only 
difference will be that it will not be parallel to the axis but 
rotated. Figure 5a shows one theme repeated three times 
with different speeds. Figure 5b shows the structure of 
fugue E flat minor with everything except the main theme 
sieved out. One can observe that some themes in the last 
part of the fugue were augmented. 
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Figure 5. The visualization of a theme repeated three times 
with different paces. 

This visualization technique is suitable not only to 
polyphonic and classical music. Figure 6 shows the 
visualization for the Beatles’ song “The Magical Mystery 
Tour”. The structure of three verses with choruses, an 
intermezzo between second and third verse and the ending 
coda are clearly visible.  

 

Figure 6. The Beatles – The Magical Mystery Tour. All 
melodic layers visualized. The structure of the piece is easy 
to perceive. 

5. CONCLUSIONS AND FUTURE WORK 

The technique of visualizing music represented 
symbolically in MIDI files presented in the paper seems to 
be especially suited for music performers to aid them in 
better understanding the piece. The algorithm was analysed 
on polyphonic music, but it should also work with other 
kinds of music, even modern music. In many cases it will 
reveal their simplicity and simplistic structure. Laymen 
may like the MIDI player revealing the music structure and 
theme leading playing their favourite songs. Keeping in 
mind that automatic audio-to-notes transcription seems to 
be unreachable at this stage, if the audio files are enriched 
with the content information before the distribution of an 
album, one can use this meaningful information for more 
advanced visualizations of audio tracks. 

The technique enables the production of the images of 
any size, with smaller images requiring much less 
computational time and resources, the generation of MIDI 
thumbnails is then possible. Since the power of personal 
computers increases in a exponential pace, thumbnailing 
has become more and more popular. Using the technique 
presented in this paper, one can produce thumbnails of 
MIDI files and other kinds of files that contain symbolic 
information (such as suggested enriched audio files). The 
discovery of efficient algorithms for generating these 
thumbnails is left for future research. 

The system was briefly reviewed by music experts and 
they agreed on the usefulness of the system, but the 
thorough evaluation and user study scenario has to be 
developed as a part of future work. 
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